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Abstract—In this work we introduce FIERA, an open-source
soft error injection tool that enables designers to perform agile
reliability evaluation of hardware blocks at the scale of full
SoCs with multiple clocks and accelerators. FIERA makes use
of FPGA-based emulation for error injection, so it is 10* times
faster than equivalent RTL simulation based approaches. FIERA
enables 47 % more efficient LUT mapping of the instrumentation
logic compared to previous work and offers a diverse set of
experimental parameters that allows designers to target specific
design modules and subroutines with arbitrary bit error rates and
multi-bit upset patterns. Our FIERA fault injection experiments
on a sample RISC-V SoC show that unprotected instruction
storage and control logic dominate application failure rates
and data movement and storage patterns can cause up to 13x
difference in program error rate. We evaluate FIERA against
proton radiation experiments on our custom taped-out SoC test
chip and show that FIERA can characterize time-to-failure within
2.9-14.3% of the beam experiment values, without taped out
silicon.

Index Terms—SoCs, DNN accelerators, reliability, fault toler-
ance, fault injection, hardware emulation

I. INTRODUCTION

System-on-chip (SoC) platforms are used widely to satisfy
the computing needs of various devices ranging from low-
power internet of things (IoT) devices to servers with high-
performance requirements. These SoCs are being shaped by
modern workloads and becoming specialized with many hier-
archies of buses, accelerator units, and peripherals. With the
emergence of artificial intelligence (AI) and machine learning
(ML) workloads, deep neural networks (DNNs) are one of
the most common drivers of this trend. SoCs featuring DNN
co-processors and accelerators are widely deployed in various
fields such as healthcare, autonomous driving, and robotics.
The safety-critical nature of these fields raises demand for
comprehensive reliability analysis of SoCs.

As with all integrated circuits (ICs), SoCs are susceptible to
radiation-induced single-event upsets (SEUs) in their storage
nodes during operation. Space agencies have started deploying
Al systems for space exploration [1], and as the demand for
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Al in space continues to increase, the reliability of the SoCs
with accelerators will become an important design require-
ment. Fault injection (FI) experiments are frequently used to
verify reliability of ICs during pre-silicon design cycles [2],
[3]. Such experiments are most often performed using RTL
cycle-accurate simulators, but they are prohibitively slow to
characterize SoCs with large workloads like DNNs. FPGA
emulation-based FI has been proposed as a way to accelerate
these experiments, in which the designers instrument the target
design and add the capability of dynamically injecting errors
into storage nodes and logic elements [4]-[7].

In this work, we introduce FIERA, an open-source,
resource-efficient, fast and programmable FI environment that
makes use of the FPGA-based hardware emulation to run long
test applications at near-silicon speeds. FIERA builds on exist-
ing work with the following major features and contributions:

o FIERA uses the open-source hardware compiler frame-
work FIRRTL [8] to directly instrument the RTL rep-
resentation of the input design, rather than the syn-
thesized gate-level netlist. Not lowering the design to
gates preserves the high-level RTL abstractions such as
arithmetic, bit shifts and FIFOs, which enables scalable
instrumentation with more than 37% less instrumentation
overhead per FF compared to state-of-the-art [6]. The
instrumented RTL is human-interpretable, easy to debug,
and portable across different FPGA/emulation platform
vendors.

o FIERA features stop-clock saboteurs, which offer negli-
gible run-time impact (1-2 cycles/error) and flexibility by
allowing injection an arbitrary number of errors per pro-
gram cycle. This flexibility allows FIERA to be the first
tool to demonstrate error responses of multi-clock designs
to both SRAM and FF soft errors and arbitrary multi-bit
upset (MBU) patterns to the best of our knowledge.

o FIERA inserts a user-programmable FI processor into the
instrumented RTL, which can execute arbitrary error in-
jection requests from the user, and communicate with the
DUT to target specific program sections for FI. FIERA
also comes packaged with an FI instruction generator that
can feed the processor with FI requests that mimic SEU
patterns in radiation environments.

We believe FIERA is a valuable tool to help designers
pinpoint weak points in their RTL and aid with their design
space exploration for SEU mitigation. As a case study in
this paper, we instrument a variety of Chipyard [9] RISC-V



TABLE I: Comparison of FIERA instrumentation with the
state of the art. FIERA is 10%x faster compared to simulation,
and can model dynamic hardware errors. FIERA does minimal
instrumentation and operates on RTL, which allows low-
overhead instrumentation of both FFs and SRAM memories.
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SoCs with DNN accelerators, which fit in commercial Xilinx
FPGAs s thanks to the reduced utilization overheads. We test the
resilience of various functional units in the SoC and assess the
impact of data movement patterns under different DNN and
benchmark workloads.

II. PRIOR WORK

A summary of the state-of-the-art methods to evaluate
the radiation-tolerance of an IC is summarized in Table I.
Researchers test devices under radiation beams as the way
of observing the effects of radiation particles on a hardware
system. Commercial parts such as GPUs can be tested for
applicability to reliability-critical fields this way [10], [11].
However, these experiments need a silicon prototype, which
makes design iteration using radiation beam data infeasible.
This raises the need to develop FI platforms that mimic
SEUs to analyze the reliability of safety-critical systems before
silicon deployment.

One way of running FI on SoC platforms is to inject
errors on the software level. In the realm of DNN appli-
cations, [2], [3], [12] perform stochastic bit flips on the
weight and activation variables in software and analyze the
relative vulnerability of different layers and data types. While
software error injection is a fast way of giving insight into the
vulnerability of different software data types such as weights
and activations, hardware-based error injection is necessary to
account for different micro-architecture implementations and
runtime effects. As an example, each weight and activation
reside in SoC memories for a different amount of time, and
there is a lot of control circuitry that is transparent to the
software. Therefore a hardware-based FI approach is necessary
to truly characterize the SEU behavior of a system.
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Fig. 1: FIERA flow instruments the user-specified SoC with
saboteurs, generates an FI processor for programmable control
and generates FI instructions to inject errors according to
radiation and process parameters.

Cycle-accurate RTL simulation is one of the ways to run
FI on hardware. However, RTL simulators are many orders of
magnitude slower than the hardware-under-test, which makes
it infeasible to run FI experiments on SoC designs with tens of
millions of gates, and DNN applications that take billions of
cycles. FPGA emulation is a promising way to perform FI in
the same level of versatility and accuracy as RTL simulation,
with significantly higher speeds. Prior work has instrumented
the design under test (DUT) with saboteur logic, which can
be controlled dynamically during program runtime to inject
errors into desired storage nodes of the system [4]. Table
I compares FIERA instrumentation overheads with the most
relevant state-of-the-art FI platforms [5]-[7]. On top of the
low instrumentation overheads, FIERA also improves on prior
work with features such as stop-clock error injection that
enables users to run a diverse set of experiments to evaluate
the SEU vulnerability of complex systems.

III. FIERA FAULT INJECTION PLATFORM

FIERA uses a variety of tools and flows to take an input RTL
all the way to Fl-instrumented and FI-programmable FPGA
bitstream. The workflow with the major steps is summarized in
Figure 1. In this paper we use Chipyard [9] SoCs as the design
under test (DUT), but the users may choose to instrument any
RTL through the flow.

A. Fault instrumentation

Once we have the SoC design, we apply a series of trans-
formations on the circuit representation to add the saboteur
logic. We use the FIRRTL [8] hardware compiler framework
to perform our desired transforms. FIRRTL, unlike logic syn-
thesis, keeps behavioral RTL abstractions. This means that the
output RTL is easier to debug, interpret and map onto FPGA
hard macros such as DSPs, ALUs and BRAMs efficiently.

Figure 2 shows the details about the saboteur approach
in FIERA. The storage elements in the design receive the
following control signals to manage their FI requirements:

e inj_en decides whether an error will be injected to that
element in the given cycle.
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Fig. 2: The FIERA adds stop-logic saboteur logic to the stor-
age elements. Single-cycle bit-flip logic is added to FFs and
2-cycle read-modify-write logic is added to SRAM memories.

e inj_addr chooses the bit location of the error to be
injected. Only present in multi-bit elements like SRAM
macros and not single FFs.

o stop clock-gates every storage element during FI, except
for the FI target. This signal is unique per clock domain.

Figure 2a shows a diagram of how SRAM main memories
are instrumented. Because the individual SRAM bits are not
controllable, we inject into a given bit using a stop-clock read-
modify-write (RMW) approach. When stop is raised and FI is
in progress to another element, the controller gates the read-
enable and write-enable pins of the macro. If inj_en is also
high while stop is high, the controller takes control of the
macro read/write ports. In the first cycle, the controller reads
the word that contains the bit at ¢nj_addr signal. In the second
cycle, the controller inverts the targeted bit in the read port and
writes it back to the same address, effectively flipping a single
bit at the memory array within two cycles. How the injection
process happens to the FFs is detailed in Figure 2b. Injecting
to FFs stops the clock for one cycle, where the inverted output
bit is fed to the data pin of the FF, and the enable is asserted
high to make sure that the write goes through.

FIERA flow also inserts a FI processor at the top hierarchy
of the generated Fl-instrumented RTL design. The aim of this
block is to read in the user instructions and inject errors into
the specified locations at the specified cycles by driving the
FI control signals.

B. Fl instruction generation

FIERA offers a custom Python-based FI instruction gener-
ator library. Our generator is designed to mimic soft-errors
due to radiation, but the user may choose to write their own
instructions to exercise any fault pattern they would like to
exercise on their circuit. FIERA instruction generator uses
bit error rate (BER) to specify the sensitivity of the storage
nodes to the radiation. It describes the probability that an SEU
happens to one bit in one clock cycle. BER can be calculated
using DUT clock period 7', radiation flux ¢ and the vulnerable
bit cross section oy;; as follows:

BER = o3, ¢T
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Fig. 3: Functional blocks of the sample Chipyard SoCs that
were used in FIERA fault injection experiments.

Given experiment parameters, the generator calculates the
number of errors to be injected (V) by drawing a sample from
the binomial distribution B(n,p) where the sample size n is
the product of the number of cycles and the total number of
bits in the design hierarchy, and p is the specified BER. Every
error is assigned a cycle number and a bit index in the design
with uniform probability. MBU pattern provided by the user
is used to generate extra errors from the existing ones that
target the same cycle but a neighboring bit index. The MBU
pattern information is in the form of a matrix given can contain
information about neighbors that are 1 bit away, 2 bits away
or any number of bits away from the error location, which can
model MBU trends seen in the latest process nodes [13].

IV. EVALUATION OF A RISC-V SoC

In this chapter, we demonstrate the capabilities of FIERA
by performing FI experiments and analyzing the error patterns
of a representative SoC under various workloads. We first
analyze common benchmark applications that run on the CPU
and identify the weak spots. Then, we direct our attention
to longer DNN workloads, where an accelerator is used to
offload the convolutional and fully-connected layers from the
CPU. We characterize the impact of SEUs on the program
outcome and the DNN workload accuracy. We finally analyze
how the accelerator microarchitectural parameters play into
the application-level error rates.

A. Experimental setup

For the set of FI experiments that we run in this chapter, we
chose the open-source SoC generation framework Chipyard [9]
to generate the SoC that we use as the design under test (DUT).
The SoC used as DUT in these experiments, as detailed in
Figure 3, contains a Rocket RV64GC CPU with separate 16kB
instruction and 16kB data L1 caches (L1-i and L1-d) and
a floating point unit (FPU). The CPU acts as a host to the
Gemmini [14] systolic array DNN accelerator. The systolic
array contains a 16x16 processing element (PE) matrix, and
64kB each of scratchpad and accumulator memory. The SoC
system bus enables data movement between a 512kB L2 cache,
the CPU, the DNN accelerator, and other uncore components.
The SoC exposes an AXI external memory interface, to which
we attach an AXI-controlled main memory of the system.
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Fig. 4: Breakdown of the FI experiment outcomes on sort and matmul applications running on the CPU, for different BERs
injected on major design functional units. The effect of soft errors in FFs, SRAMs, SRAMs with ECC, and SRAMs with ECC

with an MBU probability of 5% is presented.

We believe this system contains a representative set of design
elements, and it is significantly more complex compared to the
FI analysis done in prior work (297K LUTs vs 10Ks LUTs in
(61, [71, [15D).

We run the FI experiments on xczu7ev-ffvcl156-1-e Xilinx
FPGAs as the emulation board. We use the ARM core inside
the FPGA as the host CPU that initiates and terminates the
applications. The system clock runs at 100MHz. We use Xilinx
AXI BRAM and AXI GPIO IPs to load the system main
memories and drive the SoC I0. The LUT utilization data
regarding the pre and post FI instrumented SoCs can be found
in Table II. We find that around 40% of the logic is consumed
by the FI circuitry in our SoC configurations. This is not
a prohibitive utilization overhead, it is 37% lower than the

TABLE II: LUT utilization statistics of an instrumented Chip-
yard Rocket SoC with and without the Gemmini DNN Accel-
erator on a Xilinx xczu7ev-ffvc1156-1-e FPGA at 100MHz.

Plain FI SRAM  FF
. . Total
SoC processor instr. instr.
Rocket SoC | 49922 441 2250 30048 82661
Rocket SoC | 7915 561 5110 182530 486103
+ Gemmini

existing state-of-the-art. The users have the option to reduce
the overhead to map to smaller FPGAs by instrumenting
sections of the SoC rather than the entire design, but we
instrument and map the entire SoC in our experiments because
our FPGA board LUT count allows it.

B. CPU benchmarks

We start analyzing the fault tolerance of the sample SoC by
characterizing the outcome of sort and matmul benchmarks
running on the CPU core. Sort represents a control-heavy
application while matmul represents an integer arithmetic
heavy application.

Figure 4 summarizes the outcomes of the FI experiments
run on matmul and sort respectively. Each bar represents the
experiment outcome breakdown. The red (cross-hatched) sec-
tion in each bar represents experiments that resulted in runtime
failure, hang or a software exception. Yellow (dot-hatched)
represents program completion with data corruption. Green
(solid) represents program success. We call these outcomes
failure, corruption, success respectively. FI is performed on
major SoC hierarchies independently to assess the sensitivity
of individual components, and then to all of the SoC to get the
holistic picture. The four plots for each application represent
error injection to FFs, to SRAMs, to SRAMs protected with



error correction codes (ECC) and to SRAMs with ECC under
the presence of MBUs where each neighboring cell around
an error location has a chance to get corrupted with a 5%
probability. Each bar contains over 300 runs of the same
experiment with different random seed. The program runtime
is around 100M cycles for both applications. Here are the key
observations from these experiments:

o Under the same BER, SEUs in SRAM have a larger effect
on the program outcome compared to SEUs in FFs. This
effect is especially pronounced in matmul, where the
bulk of the operands are cached in L2 and this causes
almost all of the experiments to result in a failure or a
corruption even with BER in the L2 hierarchy as low
as 5210713,

e As a verification of earlier studies [16], we found that
ECC protects SRAM memories effectively at low BERs,
but suffers at high BERs and under the presence of
MBUs, where the accumulation of multiple errors in
the same word cause a degradation in correction perfor-
mance.

o Instruction storage elements are a major source of
failure. The errors in the L1-i hierarchy, in both pro-
grams, constitute the majority of the program failure
outcomes. For a system designed for radiation environ-
ments, the protection of instruction storage is critical.

o matmul, an application with high arithmetic intensity,
suffers more from corruption while sort, an application
with more control flow instructions, suffers more from
failure. Understanding the occurrence of these two
different error modes requires an analysis of both the data
storage patterns in the hardware and also the instructions
being run by the software.

C. Common memory protection mechanisms

In this section, we demonstrate how FIERA can be used to
evaluate existing bit-error protection mechanisms using two
hardening techniques. The first is ECC, which can detect
and correct single-bit errors in a data word. The second
method is a more DNN-specific technique, which stores the
MSBs of the weights and activations in hardened bitcells
(msbprot) to prevent big swings in the stored numerical data
[2]. We implement the ECC design by creating a single-error
correction code (SEC) wrapper on the scratchpad that can
correct single-bit errors and implement msbprot by filtering
out FI instructions that target MSB scratchpad columns in the
FI experiment runtime. We also evaluate variants of msbprot
that protect the second and third most significant bits that we
call 2 — msbprot and 3 — msbprot respectively.

Figure 5 show the results from FI experiments under a BER
of 10~ running the CIFAR-100 ResNet-20 workload. In those
conditions, we observe that the errors in the baseline design
with an unprotected scratchpad result in around 1.9% accuracy
drop. Protecting the MSB reduces the drop to 0.9%, which can
be further remedied by protecting the subsequent significant
bits, but with diminishing returns. ECC under the existence of
a 5% MBU probability performs similarly to 3 — msbprot.
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Fig. 5: The accuracy impact of a scratchpad BER of 10~
with a MBU probability of 5% on a ResNet-20 CIFAR-100

application with various memory hardening mechanisms.

Fig. 6: The layout, die and the test setup of our RISC-V SoC
test chip on Intel 22FFL designed to verify FIERA

V. RADIATION RESULTS
A. RISC-V SoC test chip design

We designed and taped out a test chip to verify FIERA with
real-life radiation beam experiments. The chip has the same
ISA and SoC architecture as the design used in the analyses
in Chapter IV. It is a RISC-V SoC that is generated using
the Chipyard infrastructure. The block diagram and the layout
capture can be found in Figure 6. The test chip was taped
out on the Intel 22FFL process, which is a low-power FinFET
process with 8 metal layers. The test-chip size dimensions
were 4mm x 8mm. The core clock runs at 400MHz and the
external interface runs at 8OMHz at 0.85V VDD at room
temperature.

B. Proton test results

To evaluate the modeling accuracy of FIERA against the
effects real life radiation, we conducted proton beam experi-
ments in Thompson Proton Center. We used a setup where our
test chip board was irradiated by a proton source calibrated
to an average particle energy of 200MeV with a flux of
108m =257, as shown in Figure 7. During the experiment,
we ran experiments to characterize the dynamic error response
of our test chip by running an application in a loop until
we detect an incorrect result. We repeated this for our two
benchmark applications matmul and sort, and repeated each



Fig. 7: Test setup used to gather proton irradiation data
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Fig. 8: Histograms comparing application time-to-failure dis-
tributions for proton beam experiments (dark blue) versus pre-
silicon FIERA prediction (light blue) for matmul and sort
applications.

trial more than 100 times for each application to get statistical
significance. We recorded the time-to-failure for each trial of
each test application.

To cross-check with the proton data, we conducted FIERA
experiments where we ran the same benchmark applications
on the test chip SoC RTL under the real-world cross-section
and MBU parameters collected from the characterization tests.
The comparison of the time-to-failure distributions in Figure
8 show that FIERA can predict the mean time-to-failure of
the matmul and sort applications to with an error margin of
14.3% and 2.9% respectively.

VI. CONCLUSION

FIERA enables a quick and flexible reliability assessment
of complex RTL designs. By operating on behavioral RTL
and doing minimal instrumentation, FIERA consumes 47%
fewer LUT resources per instrumented FFs and offers fea-

tures to enable a diverse set of FI experiments. Our case
study experiments demonstrate that instruction storage and
control logic dominates the faulty termination rates in DNN
workloads, and that data movement patterns in accelerators
can account for up to 13x difference in data vulnerability.
We measured the accuracy of FIERA by conducting proton
beam tests and shown that we can predict the time-to-failure of
sample applications within 2.9% to 14.3% of the experimental
values without the need of taped out silicon. We believe that
its accuracy and flexibility makes FIERA a useful tool for
radiation-hardened IC designers.
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